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Abstract 
This study developed a Bayesian-optimized support vector regression (SVR) framework for estimating one-month 
Standardized Precipitation Index (SPI-1) conditions at Kesinga station in the Tel River Basin, Odisha, India. Monthly 
rainfall for January 1981-December 2025 was obtained from the NASA POWER platform. Large-scale climate covariates 
comprised the Southern Oscillation Index (SOI), Nin o 3.4 sea-surface-temperature anomaly, Dipole Mode Index (DMI) 
and Pacific Decadal Oscillation (PDO), while sine and cosine month terms represented annual seasonality. The 540-
month record was separated chronologically into 70% training (January 1981-June 2012) and 30% testing (July 2012-
December 2025). A conventional radial-basis-function SVR was compared with an Optuna-optimized SVR, for which 
the kernel and hyperparameters were selected over 100 trials using a tree-structured Parzen estimator and five-fold 
expanding-window time-series cross-validation. The original SVR produced test RMSE, MAE, R², NSE, correlation, bias 
and index-of-agreement values of 0.461, 0.347, 0.777, 0.777, 0.884, -0.053 and 0.932, respectively. The optimized SVR 
improved these values to 0.391, 0.302, 0.840, 0.840, 0.920, -0.056 and 0.958. Optimization reduced RMSE by 15.15% 
and MAE by 12.93%, while increasing R² and NSE by 8.03%. Permutation analysis showed that rainfall and seasonal 
harmonics were the dominant predictors, whereas the teleconnection indices provided smaller but non-zero 
incremental contributions. Because contemporaneous rainfall was used to estimate same-month SPI-1, the framework 
is interpreted as drought-status estimation and monitoring rather than advance forecasting. 

Keywords: Bayesian Optimization, Drought Monitoring, Optuna, Standardized Precipitation Index, Support Vector 
Regression, Tel River Basin. 
 

Introduction 

Drought is a slowly developing hydroclimatic 

hazard whose effects can persist after 

precipitation returns to normal. In agriculture-

dependent regions, short rainfall deficits can 

disrupt sowing, germination, supplemental 

irrigation, crop water availability and reservoir 

inflows. Objective monitoring is therefore essential 

where rainfall is strongly seasonal and decisions 

must respond to monthly anomalies. The 

Standardized Precipitation Index (SPI) is widely 

used because it expresses precipitation anomalies 

in standardized units and supports comparison 

across climates and accumulation periods (1). Its 

statistical properties and calculation procedures, 

including the influence of probability-distribution 

choice and record length, are well established (2, 

3). This need is pronounced in the Tel River Basin 

of western Odisha. Basin-scale analysis has 

documented recurrent severe and extreme 

droughts affecting agricultural and water-resource 

conditions in the Kalahandi region (4). Such 

historical exposure, combined with monsoon-

dominated rainfall, makes short-timescale drought 

assessment operationally relevant. SPI-1 responds 

rapidly to current monthly precipitation, although 

adjacent values can change sharply. Temperature-

sensitive indices such as SPEI provide 

complementary information when atmospheric 

water demand is important, but SPI remains a 

transparent precipitation-based benchmark for 

isolating rainfall deficits (5). Machine-learning 

methods can represent nonlinear relationships 

among hydroclimatic predictors. Recurrent neural 

networks have been used for SPEI forecasting (6). 

Climate-model ensemble experiments have 

demonstrated predictive value from atmospheric 

variables at explicit lead times (7). Remote-sensing 

and tree- based approaches also support multi-
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source drought monitoring (8). These studies 

expose an important distinction: when rainfall 

from the target month is used to estimate SPI for 

that same month, the task is drought-status 

estimation or monitoring rather than advance 

forecasting. This terminology is adopted 

throughout the present study. For drought applica-

tions, reported accuracy must be interpreted 

against the information available at prediction 

time, the temporal validation design and the 

physical position of each predictor in the drought-

generation pathway. A model may reproduce an 

index accurately while offering little true lead-time 

information if a contemporaneous variable closely 

related to the target is included. This study 

therefore evaluates predictive skill together with 

feature importance, drought-category reproduce-

tion, residual behaviour and the distinction 

between monitoring and forecasting. 

Support vector regression (SVR) is suitable for 

moderate environmental datasets because 

nonlinear kernels can capture complex 

relationships while structural risk minimization 

controls model complexity (9). SVR and related 

hybrid methods have been applied to SPI 

modelling and drought prediction (10-13). 

Performance nevertheless depends strongly on 

kernel choice and on C, epsilon and gamma. 

Bayesian optimization provides a reproducible 

alternative to ad hoc tuning. Optuna implements 

sequential search using the tree-structured Parzen 

estimator (14), while hyperparameter-optimiza-

tion best practice requires tuning to be embedded 

within leakage-controlled validation (15). For time 

series, temporal order must be preserved because 

random shuffling can place adjacent observations 

in both training and validation sets. This is 

particularly relevant for the present 540-month 

record, for which highly parameterized deep 

architectures could introduce unnecessary 

variance without stronger evidence of generaliza-

tion. A tuned kernel model also provides a clear 

benchmark against which more complex future 

models can be assessed under the same 

chronological holdout conditions. The comparison 

between baseline and optimized SVR is therefore 

designed to test whether systematic tuning 

improves out-of-sample stability rather than 

merely reducing training error. 

Large-scale ocean-atmosphere modes provide 

additional climatic context. Indian summer 

monsoon variability is linked to ENSO and Indian 

Ocean variability, but teleconnection strength 

varies by season, lead time and model 

representation (16-18). Conceptually, SOI, Niño 

3.4, DMI and PDO are treated here as distal climate-

state indicators; local rainfall is the realized 

meteorological response; and SPI-1 is a 

standardized transformation of rainfall. This 

climate-state → rainfall → SPI pathway is critical 

for interpretation because high predictive 

importance does not imply direct causation by 

every teleconnection index. 

The study uses NASA POWER rainfall because it 

offers accessible, reproducible monthly meteoro-

logical data for data-scarce applications. Its 

precipitation product has demonstrated practical 

hydrological utility (19), while comparative 

assessments over India show that gridded rainfall 

products can reproduce broad variability but may 

contain spatial or seasonal bias (20). Accordingly, 

NASA POWER is used as a reproducible input 

source rather than assumed to be error-free; 

independent validation against gauges and 

alternative products is identified as a priority for 

future operational use. 

The specific research gap is that few studies 

combine chronology-preserving validation, 

Bayesian SVR hyperparameter optimization, 

contemporaneous rainfall, seasonal harmonics and 

large-scale teleconnection indices in a transparent 

SPI-1 drought-status framework for a drought-

prone monsoon basin. The contribution is 

methodological, not a replacement for 

conventional SPI calculation. The objectives were 

to:  

a) construct a 1981-2025 Kesinga dataset 

integrating rainfall, SOI, Niño 3.4, DMI, PDO 

and seasonal harmonics;  

b) compare conventional and Optuna-optimized 

SVR using a fixed 70:30 chronological split 

and expanding-window cross-validation;  

c) quantify out-of-sample changes in error, 

efficiency, agreement and bias;  

d) interpret hyperparameter and predictor 

importance within the stated conceptual 

pathway; and  

e) examine reproduction of drought-category 

frequencies.  

This design provides a reproducible monitoring 

benchmark and a defined foundation for future 

lead-time forecasting. 
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Methodology 

Conceptual Framework and 

Experimental Design 
The analysis follows an explicit predictive 

hierarchy: large-scale teleconnection indices 

represent distal climate-state information; 

monthly rainfall represents the local 

meteorological realization; seasonal harmonics 

represent calendar-dependent rainfall climatolo-

gy; and SPI-1 is the standardized drought-status 

target. Because same-month rainfall is included, 

the model estimates contemporaneous drought 

status rather than future drought, as shown in 

Figure 1. Model development was therefore 

designed to test whether Bayesian 

hyperparameter optimization improves stable 

reconstruction of SPI-1 while preserving temporal 

separation between training, validation and 

independent testing. The reproducibility 

framework also anticipates sensitivity checks 

against alternative precipitation products such as 

ERA5 and CHIRPS (21, 22). Indian evidence has 

also demonstrated regional precipitation-

teleconnection coherence (23). Prior drought 

studies further support explicit hybrid or 

ensemble model comparisons (24). 

 

 
Figure 1: Experimental Design Framework for SPI-1 Drought-status Estimation 

Note: SPI-1 = One-month Standardized Precipitation Index, SVR = Support Vector Regression, RMSE = Root Mean Square Error, MAE 

= Mean Absolute Error, R² = coefficient of determination, NSE = Nash-sutcliffe Efficiency, SOI = Southern Oscillation Index, DMI = 

Dipole Mode Index, PDO = Pacific Decadal Oscillation. 
 

Figure 1 summarizes the complete modelling 

workflow from data assembly to independent 

evaluation. The design preserves chronological 

order, separates the final 30% test period from 

model development and confines cross-validation 

to the training period. This structure minimizes 

temporal information leakage and clarifies that the 

output is same-month SPI-1 drought-status 

estimation rather than advance forecasting. 

Study Area 

Kesinga is located in Kalahandi district of western 

Odisha within the Tel River Basin, a major 

tributary system of the Mahanadi (approximate 

GPS coordinates 20.2° N, 83.23° E). The basin has a 

tropical monsoon climate with a concentrated wet 

season from June to September, a hot pre-monsoon 

period and a predominantly dry winter. Kesinga 

was selected because the surrounding Tel-

Kalahandi region has documented recurrent 

drought exposure, including severe and extreme 

events that have affected agricultural and water-

resource conditions (4). The local economy is 

strongly linked to rainfall-sensitive agriculture, so 

intra-seasonal rainfall variability and short dry 

spells are consequential even when seasonal totals 

appear near normal. The site also provides a 

continuous monthly climate record suitable for 

reproducible time-series modelling. A single-
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station design avoids uncertainty introduced by 

spatial interpolation and permits direct evaluation 

of temporal model design; however, it does not 

represent the spatial heterogeneity of the wider 

Tel Basin and basin-wide application therefore 

requires multi-station validation. Figure 2 locates 

Kesinga within the Tel River Basin and provides 

the geographic context for the station-specific 

analysis.

 

 
Figure 2: Geographical Location of Kesinga Station within the Tel River Basin, Odisha, India 

Note: DEM = Digital Elevation Model. The star indicates the kesinga research site within the tel river basin. 
 

Figure 2 provides the spatial context of the station-

specific analysis within western Odisha. The 

location falls within the drought-prone Tel River 

Basin and represents the point for which the 

monthly hydroclimatic series was assembled. The 

map also shows the surrounding elevation pattern, 

which helps situate the site within the broader 

basin setting. 

Data Sources and Preprocessing 
Monthly rainfall from January 1981 through 

December 2025 was obtained from the NASA 

POWER Data Access Viewer for the Kesinga 

location. The monthly series comprised 540 

observations. Records were ordered chronolo-

gically, checked for duplicate dates, converted to 

numeric format and screened for missing values. 

No missing monthly observations remained after 

integration. NASA POWER was selected for 

reproducibility and continuous temporal coverage.  

Nevertheless, product-related uncertainty is 

considered in the Discussion and future validation 

against gauge and alternative gridded products is 

recommended (19, 20). Alternative precipitation 

products proposed for future validation include 

ERA5 and CHIRPS (21, 22). 

Four large-scale climate indices were 

incorporated. SOI represents the standardized 

pressure contrast between Tahiti and Darwin and 

characterizes the atmospheric component of 

ENSO; Niño 3.4 represents equatorial Pacific sea-

surface-temperature anomalies and characterizes 

its oceanic component (16, 17). DMI represents the 

west-east tropical Indian Ocean temperature 

gradient associated with the Indian Ocean Dipole, 

while PDO describes lower-frequency North 

Pacific variability. All indices were aligned with the 

monthly rainfall series using a common year-

month key. Related Indian studies have also 

quantified precipitation-teleconnection coherence 

at regional scales (23). 
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Two cyclic features were constructed to represent annual seasonality without creating an artificial 

discontinuity between December and January. For calendar month m, the seasonal features were defined 

using Equations [1] and [2]. 
 

Monthsin = sin (
2𝜋𝑚

12
)                                        [1] 

 

    Monthcos = cos (
2𝜋𝑚

12
)                                      [2] 

 

These harmonic components enable the model to 

distinguish monsoon, post-monsoon, winter and 

pre-monsoon conditions while preserving circular 

continuity across the calendar year. The final 

predictor set comprised rainfall, SOI, Niño 3.4, DMI, 

PDO, Monthsin  and Monthcos , with SPI-1 as the 

response variable 

 

Calculation of SPI-1 and Classification 

of Drought Conditions 
SPI-1 was calculated from monthly rainfall by 

fitting a probability distribution separately for 

each calendar month so that strong rainfall 

seasonality was explicitly represented. Following 

the conventional SPI framework, the cumulative 

probability of precipitation was transformed to the 

standard-normal distribution.  
 

For precipitation x, the mixed cumulative probability including zero rainfall is given in Equation [3]. 
 

𝐻(𝑥) = 𝑞 + (1 − 𝑞)𝐺(𝑥)               [3] 
 

Where q is the probability of zero precipitation and G(x) is the cumulative probability of positive rainfall 

under the fitted gamma distribution. The SPI value is then obtained using the inverse standard-normal 

transformation in Equation [4]. 
 

SPI = 𝛷−1[𝐻(𝑥)]             [4] 
 

Where Φ⁻¹ denotes the inverse standard-normal cumulative distribution.  
 

SPI values from -0.99 to +0.99 were classified as 

near normal; -1.00 to -1.49 as moderately dry; -

1.50 to -1.99 as severely dry; and values ≤ -2.00 as 

extremely dry. Positive categories were defined 

symmetrically. Because SPI-1 is based on the target 

month's rainfall, it represents short-term 

meteorological drought status and can vary 

sharply between adjacent months. 

Chronological Training and Testing 

Design 
The complete record was divided chronologically 

rather than randomly. The first 378 months (70%), 

January 1981-June 2012, formed the training 

dataset, while the remaining 162 months (30%), 

July 2012-December 2025, formed the indepen-

dent testing dataset. The split boundary was fixed 

before model optimization. This design evaluates 

whether relationships learned from the earlier 

climate period generalize to a later period and 

avoids leakage that can occur when temporally 

adjacent months are randomly allocated across 

training and testing sets (15). Figure 3 shows the 

observed SPI-1 series and the fixed chronological 

boundary used throughout model development 

and evaluation. This chronology-preserving 

principle is consistent with established guidance 

for time-series model evaluation (25). 

Figure 3 demonstrates that the split was 

chronological rather than random. The earlier 378 

months were used for model development, 

whereas the later 162 months were reserved for 

independent testing. This separation provides a 

more defensible assessment of temporal 

generalization and reduces leakage from adjacent 

monthly observations. 
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Figure 3: Chronological Division of the Observed SPI-1 Series into the 70% Training Period 

 (January 1981–June 2012) and 30% Testing Period (July 2012–December 2025) 
Note: SPI-1 = One-Month Standardized Precipitation Index. The vertical dashed line marks the fixed boundary between training and 

independent testing periods 
 

Predictor scaling was implemented inside scikit-learn pipelines. For each predictor x, standardization was 

performed using Equation [5]. 
 

𝑧 =
𝑥−𝜇train

𝜎train
                       [5] 

 

Where 𝜇train and 𝜎train are estimated only from the 

relevant training subset. During time-series cross-

validation, each fold fitted its own scaler using that 

fold’s training observations. This pipeline design 

prevents future observations from influencing 

feature scaling and thereby limits temporal 

information leakage (15). 

Support vector regression 
SVR estimates a function f(x) that is as flat as 

possible while allowing errors within an epsilon-

insensitive tube. Hybrid drought applications 

show that SVR performance can benefit from 

carefully validated model-combination strategies 

(24).
 

In a nonlinear kernel formulation, the prediction function is given in Equation [6]. 
 

𝑓(𝑥) = ∑ (𝛼𝑖 − 𝛼𝑖
∗)𝑛

𝑖=1 𝐾(𝑥𝑖 , 𝑥) + 𝑏            [6] 
 

Where αᵢ and αᵢ* are Lagrange multipliers, K is the kernel function and b is the intercept. The primal 

optimization objective is given in Equation [7]. 
 

min 
1

2
∥ 𝑤 ∥2+ 𝐶 ∑ (𝜉𝑖 + 𝜉𝑖

∗)𝑛
𝑖=1                    [7] 

  

subject to deviations outside the epsilon tube being represented by slack variables ξᵢ and ξᵢ*. The penalty 

parameter C controls the trade-off between model smoothness and errors outside the insensitive tube, 

while epsilon determines the width of that tube.  

The radial-basis-function kernel is defined in Equation [8]. 
 

𝐾(𝑥𝑖 , 𝑥𝑗) = exp[−𝛾 ∥ 𝑥𝑖 − 𝑥𝑗 ∥2]                [8] 
 

gamma determines the effective spatial influence 

of individual training samples in feature space. 

Larger gamma values create more localized 

responses and can increase overfitting risk, 

whereas smaller values produce smoother 

response surfaces. The benchmark SVR used an 

RBF kernel with C = 10, epsilon = 0.10 and gamma 

determined by scikit-learn's 'scale' setting. 

 

Bayesian hyperparameter tuning 
The optimized model was developed with Optuna 

using the Tree-structured Parzen Estimator 

sampler (14). The search space included RBF, 

polynomial and sigmoid kernels; C from 10⁻² to 

10⁴ on a logarithmic scale; epsilon from 10⁻³ to 1; 

and gamma from 10⁻⁵ to 10. Polynomial degree 

and coef0 were sampled conditionally when 

required. A total of 100 trials were conducted with 
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random seed 42. The optimization objective was 

mean RMSE across five expanding-window time-

series folds within the training period. This 

chronology-preserving design ensured that every 

validation fold occurred after its corresponding 

training observations.
 

For a validation set of n observations, RMSE was computed using Equation [9]. 
 

RMSE = √
1

𝑛
∑ (𝑦𝑖 − 𝑦̂𝑖)

2𝑛
𝑖=1           [9] 

 

The best trial produced the lowest cross-validation 

RMSE (0.54549). The selected configuration used 

the RBF kernel with C = 9706.4209, epsilon = 

0.3899069 and gamma = 0.0019159. The 

combination of high C and low gamma indicates a 

smooth nonlinear response surface with strong 

penalties for errors beyond a comparatively wide 

epsilon-insensitive region. Figure 4 summarizes 

the relative importance of the optimized 

hyperparameters and shows that gamma and 

kernel choice exerted the strongest influence on 

the optimization objective. 
 

                   
Figure 4: Optuna-derived Importance of Optimized SVR Hyperparameters 

Note: C = SVR Penalty Parameter, Epsilon = Width of the Epsilon-Insensitive Tube, Gamma = Radial-basis-function Kernel Coefficient. 
 

Figure 4 shows that gamma and kernel choice 

contributed most strongly to the optimization 

objective, whereas C and epsilon had smaller 

relative influence. The result indicates that 

response smoothness and kernel geometry were 

particularly important for generalization. The 

selected combination therefore reflects the 

interaction among regularization, tolerance and 

nonlinear feature-space structure. 

Performance evaluation 
Training and testing performance were evaluated 

using RMSE, mean absolute error (MAE), 

coefficient of determination (R²), Nash-Sutcliffe 

efficiency (NSE), Pearson correlation, mean bias 

and Willmott's index of agreement. Using several 

complementary metrics avoids interpreting model 

quality from a single statistic.

 

MAE was calculated using Equation [10]. 
 

MAE =
1

𝑛
∑ |𝑦𝑖 − 𝑦̂𝑖|

𝑛
𝑖=1                   [10] 

 

R² and NSE were computed from the same residual-sum-of-squares formulation and are therefore 

numerically identical for the same observed and predicted arrays, as given in Equation [11]. 
 

𝑅2 = NSE = 1 −
∑ (𝑦𝑖−𝑦̂𝑖)2𝑛

𝑖=1

∑ (𝑦𝑖−𝑦‾)2𝑛
𝑖=1

       [11] 
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Mean bias was calculated as predicted minus observed SPI averaged over all cases; negative bias therefore 

indicates systematic underestimation. Willmott's index of agreement was calculated using Equation [12]. 
 

𝑑 = 1 −
∑ (𝑦̂𝑖−𝑦𝑖)2𝑛

𝑖=1

∑ (|𝑦̂𝑖−𝑦‾|+|𝑦𝑖−𝑦‾|)2𝑛
𝑖=1

          [12] 

 

Model improvement was expressed as percentage 

reduction for error metrics and percentage change 

for efficiency and agreement metrics. Permutation 

importance was estimated on the independent test 

set using 30 repeats; a predictor was considered 

influential when random permutation caused a 

larger deterioration in predictive performance. 

This test-set interpretation was used to distinguish 

dominant same-month predictors from variables 

that contributed only marginal incremental 

information. 
 

Results 
SPI-1 Time-Series Characteristics and 

Data Partitioning 
The combined dataset comprised 540 monthly 

records from January 1981 to December 2025. The 

SPI-1 series exhibited rapid transitions between  

wet and dry states, consistent with the high 

responsiveness of a one-month accumulation 

period. Moderate and severe droughts occurred 

repeatedly, whereas extreme drought months 

were rare. The temporal split retained 378 months 

for training and 162 months for testing; the test 

period extended for more than 13 years and 

therefore provided a substantive independent 

evaluation window. Figure 5 displays the full 

observed SPI-1 series together with the moderate, 

severe and extreme drought thresholds. 

Figure 5 displays the high month-to-month 

variability expected for SPI-1 and identifies the 

timing of threshold exceedances. Moderate and 

severe drought conditions recur throughout the 

record, while extreme events are comparatively 

rare. This imbalance is relevant when interpreting 

model skill for uncommon high-severity drought 

categories. 
 

 
Figure 5: Observed Monthly SPI-1 Series for 1981–2025 with Moderate, Severe and 

 Extreme Drought Thresholds 
Note: SPI-1 = One-month Standardized Precipitation Index. Horizontal dashed lines denote moderate, severe, and extreme drought 

thresholds. 
 

Baseline and Optimized SVR 

Performance 
Table 1 compares baseline and optimized SVR 

performance for both training and testing data. 

The baseline SVR fitted the training period closely 

(RMSE = 0.246; R² = 0.936) but deteriorated on the 

independent test period (RMSE = 0.461; R² = 

0.777), indicating a clear generalization gap. In 

contrast, Optuna-SVR produced similar training 

and testing errors (RMSE = 0.390 and 0.391) and 

nearly identical R² values (0.839 and 0.840). Thus, 

optimization deliberately accepted weaker in-

sample fit in exchange for substantially more 

stable out-of-sample performance. 

On the independent test set, Optuna-SVR achieved 

RMSE = 0.391, MAE = 0.302, R² = NSE = 0.840, 

correlation = 0.920, bias = -0.056 and index of 

agreement = 0.958. The average absolute error 

was therefore approximately 0.30 SPI units, while 

about 84% of test-period variance was 

reproduced. Figures 6-8 show the observed and 

model-estimated SPI-1 series for the full record, 
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training period and independent testing period, 

respectively. Across these views, the optimized 

model follows temporal variability more 

consistently than the baseline, although 

departures remain around several high-magnitude 

wet and dry events. 
 

Table 1: Evaluation Metrics of the Baseline and Optuna-Optimized SVR Models on the Training and Testing 

Datasets 

Model Dataset RMSE MAE R² NSE Correlation Bias Index of 

Agreement 

Original SVR Training 0.246 0.154 0.936 0.936 0.969 0.025 0.982 

Original SVR Testing 0.461 0.347 0.777 0.777 0.884 -0.053 0.932 

Optuna-SVR Training 0.390 0.308 0.839 0.839 0.917 0.001 0.953 

Optuna-SVR Testing 0.391 0.302 0.840 0.840 0.920 -0.056 0.958 

Note: RMSE = Root Mean Square Error, MAE = Mean Absolute Error, R² = coefficient of determination, NSE = Nash-Sutcliffe Efficiency, 

SVR = Support Vector Regression. Bias is calculated as predicted minus observed SPI-1. 
 

 
Figure 6: Observed and Estimated SPI-1 Across the Full Study Period for the Original SVR and  

Optuna-SVR, with the Training–testing Boundary Indicated 
Note: SPI-1 = One-month Standardized Precipitation Index, SVR = Support Vector Regression. The vertical dashed line indicates the 

training-testing boundary. 
 

Figure 6 compares observed and estimated SPI-1 

across the complete record. The optimized model 

generally follows temporal variability more closely 

during the independent period while maintaining 

stable behaviour across the split. Larger 

departures remain around several high-magnitude 

wet and dry observations, indicating residual 

difficulty at the tails of the distribution. 
 

 
Figure 7: Training-period Observed and Estimated SPI-1 for the Original and Optimized SVR Models 

Note: SPI-1 = One-month Standardized Precipitation Index; SVR = Support Vector Regression 
 

Figure 7 provides a detailed comparison of 

observed and model-estimated SPI-1 for the 

period displayed. The optimized SVR generally 

tracks the direction and magnitude of monthly 

variability more consistently than the baseline 

model. The remaining departures are concentrated 

around sharper peaks and troughs, which are more 

difficult for a smoothed regression response to 

reproduce. 
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Figure 8 focuses on independent testing behaviour 

and therefore provides the principal visual check 

of out-of-sample performance. Optuna-SVR 

reproduces most temporal fluctuations with 

reduced error relative to the baseline. 

Nevertheless, some high-amplitude events remain 

underestimated or overestimated, consistent with 

the residual and category analyses. 
 

 
Figure 8: Independent Testing-period Observed and Estimated SPI-1 for the Original and Optimized SVR 

Models 
Note: SPI-1 = One-month Standardized Precipitation Index; SVR = Support Vector Regression 
 

Magnitude of improvement after 

Bayesian optimization 
Table 2 quantifies the change in test performance 

after Bayesian optimization. RMSE decreased by 

15.15% and MAE by 12.93%, while R² and NSE 

increased by 8.03%, correlation by 4.15% and the 

index of agreement by 2.72%. Absolute bias 

increased slightly from 0.0532 to 0.0558, 

corresponding to a negative improvement value 

under the percentage convention used. Figure 9 

provides a direct visual comparison of RMSE and 

MAE. The results therefore support improved 

overall accuracy and agreement, but not an 

improvement in every individual metric. 

 

Table 2: Comparison of Testing Performance Metrics and Percentage Improvement of the Optuna-

Optimized SVR Model Over the Baseline SVR 

Metric Original SVR Optuna-SVR Improvement (%) 

RMSE 0.4612 0.3914 15.15 

MAE 0.3470 0.3022 12.93 

R2 0.7772 0.8396 8.03 

NSE 0.7772 0.8396 8.03 

Correlation 0.8837 0.9203 4.15 

Absolute Bias 0.0532 0.0558 -4.96 

Index of Agreement 0.9323 0.9577 2.72 

Note: RMSE = Root Mean Square Error, MAE = Mean Absolute Error, R² = coefficient of determination, NSE = Nash-sutcliffe Efficiency, 

SVR = Support Vector Regression. Positive improvement indicates better performance except for absolute bias, for which a smaller 

value is preferable 
 

Figure 9 directly summarizes the reduction in 

error after Bayesian optimization. Both RMSE and 

MAE are lower for Optuna-SVR than for the 

original SVR, confirming improvement in average 

and large-error behaviour. These reductions are 

consistent with the independent-test statistics 

reported in Table 2. 
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Figure 9: Testing RMSE and MAE Comparison Between Original SVR and Optuna-SVR 

Note: RMSE = Root Mean Square Error, MAE = Mean Absolute Error, SVR = Support Vector Regression. 
 

Scatter and Residual Diagnostics 
Figures 10 and 11 compare observed and 

estimated SPI-1 against the 1:1 reference line for 

the baseline and optimized models. Optuna-SVR 

shows tighter clustering around the reference line 

and a higher test correlation (0.920 versus 0.884). 

Figure 12 compares residuals over the testing 

period, showing that errors are generally centered 

near zero but become larger for some high-

magnitude observations. Figure 13 shows the 

residual distributions; the optimized model has a 

narrower distribution, consistent with its lower 

RMSE and MAE. Both models retain a small 

negative mean bias.
 

 
Figure 10: Observed Versus Estimated SPI-1 for the Original SVR During the Testing Period,  

Including the 1:1 Reference Line and Performance Statistics 
Note: SPI-1 = One-month Standardized Precipitation Index; SVR = Support Vector Regression. The dashed 1:1 line represents perfect 

agreement. 
 

Figure 10 shows the relationship between 

observed and baseline-SVR estimates during 

testing. Dispersion around the 1:1 line increases 

toward some high-magnitude observations, 

indicating imperfect reproduction of extremes. 

The plot complements the aggregate metrics by 
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revealing both overall association and 

observation-specific deviations. 

Figure 11 shows tighter clustering around the 1:1 

line for Optuna-SVR than for the baseline model. 

This pattern is consistent with the higher test 

correlation and lower RMSE and MAE. Deviations 

remain at the largest positive and negative SPI 

values, emphasizing the need for caution when 

interpreting rare extremes. 

Figure 12 indicates that residuals for both models 

are broadly distributed around zero, with larger 

errors occurring for selected high-magnitude 

estimates. The optimized model shows a more 

compact residual pattern over much of the fitted 

range. The small remaining asymmetry is 

consistent with the slight negative mean bias 

reported for the testing period. 

 

 
Figure 11: Observed Versus Estimated SPI-1 for Optuna-SVR During the Testing Period,  

Including the 1:1 Reference Line and Performance Statistics 
Note: SPI-1 = One-month Standardized Precipitation Index, SVR = Support Vector Regression. The dashed 1:1 line represents perfect 

agreement. 
 

 
Figure 12: Residual Comparison for Original SVR and Optuna-SVR on the Independent Testing Period 

Note: SVR = Support Vector Regression. Residuals are defined as observed minus estimated SPI-1. 
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Figure 13: Distribution of Testing Residuals for the Original and Optimized SVR Models 

Note: SVR = Support Vector Regression. The vertical dashed line denotes zero residual. 
 

Figure 13 compares the testing residual 

distributions of the two models. The Optuna-SVR 

distribution is more concentrated near zero, in 

agreement with its lower RMSE and MAE. Both 

distributions retain tail observations, showing that 

Bayesian optimization improves typical error 

behaviour without eliminating rare large residuals. 

.

Table 3: Optimal Hyperparameter Values of the Optuna-optimized SVR Model 

Hyperparameter Optimized value 

kernel rbf 

C 9706.42 

epsilon 0.389 

gamma 0.0019 

Note: SVR = Support Vector Regression, rbf = Radial Basis Function, C = penalty parameter; epsilon = epsilon-insensitive-tube width, 

gamma = radial-basis-function kernel coefficient. 
 

Table 4: Relative Importance of SVR Hyperparameters Estimated During Bayesian Optimization 

Hyperparameter Relative importance 

gamma 0.509 

kernel 0.310 

C 0.108 

epsilon 0.073 

Note: C = SVR penalty parameter, epsilon = epsilon-insensitive-tube width, gamma = radial-basis-function kernel coefficient. Relative 

importance values quantify contribution to the Optuna optimization objective. 
 

Optimized Hyperparameters and 

Optimization Behavior 
Tables 3 and 4 report the selected hyperpara-

meters and their relative importance. The 

optimum configuration used the RBF kernel with C 

= 9706.4209, epsilon = 0.3899069 and gamma = 

0.0019159. Gamma had the highest relative 

importance [0.509], followed by kernel choice 

[0.310], C[0.108] and epsilon [0.073]. This ranking 

indicates that kernel geometry and response 

smoothness were more influential than fine 

adjustment of the epsilon tube. 

The optimization history showed a progressive 

decrease in cross-validation RMSE, with the best 

configuration appearing at trial 81. This late 

improvement supports the use of a broad 

logarithmic search space: a small fixed grid 

centered on conventional values such as C = 1-100 

and gamma = 0.01-1 could have missed the 

selected combination of very large C and very small 

gamma. 

Predictor Importance 
Table 5 and Figure 14 present permutation 

importance for the independent test set. Rainfall 
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was the dominant predictor (mean importance = 

4.093), followed by Month_sin [2.550] and 

Month_cos [2.462]. Niño 3.4, DMI, PDO and SOI had 

much smaller mean importance values of 0.035, 

0.026, 0.019 and 0.005, respectively. These results 

do not imply that teleconnections are 

climatologically unimportant; rather, once 

contemporaneous local rainfall and seasonality are 

known, the large-scale indices add comparatively 

little information for same-month SPI estimation. 

Figure 14 confirms that contemporaneous rainfall 

is the dominant predictor of same-month SPI-1, 

followed by the two seasonal harmonic terms. The 

teleconnection indices provide much smaller 

incremental contributions once local rainfall and 

seasonality are known. The pattern supports 

interpreting the model as a drought-status 

estimator rather than evidence of direct causal 

dominance by the large-scale climate indices. 

 

Table 5: Permutation Importance of Predictors in the Optuna-Optimized SVR Model 

Predictor Mean permutation importance Standard deviation 

Rainfall 4.0932 0.2289 

Month_sin 2.5499 0.1759 

Month_cos 2.4623 0.1428 

NINO34 0.0350 0.0062 

DMI 0.0263 0.0164 

PDO 0.0186 0.0086 

SOI 0.0054 0.0064 

Note: NINO34 = Niño 3.4 sea-surface-temperature anomaly, DMI = Dipole Mode Index, PDO = Pacific Decadal Oscillation, SOI = 

Southern Oscillation Index. Larger mean permutation importance indicates greater deterioration in predictive performance when 

that predictor is permuted 
 

 

Figure 14: Permutation Feature Importance for the Optuna-SVR Model Based  

on the Independent Testing Set 
Note: DMI = Dipole Mode Index, PDO = Pacific Decadal Oscillation, SOI = Southern Oscillation Index, NINO34 = Niño 3.4 sea-surface-

temperature anomaly. Error bars represent variability across permutation repeats
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Drought-category Reproduction 
Table 6 compares observed and model-estimated 

frequencies across SPI-1 categories. Of the test 

months, 109 were observed as near normal, 12 as 

moderately dry, eight as severely dry and one as 

extremely dry. The baseline model over-assigned 

the near-normal class (130 months) and 

underrepresented moderate and severe drought. 

Optuna-SVR reduced the near-normal count to 115 

and increased the estimated moderately and 

severely dry counts to nine and six. However, it did 

not identify the single observed extreme-drought 

month and overestimated some wet categories. 

The category analysis therefore confirms 

improved representation of common drought 

states while revealing the smoothing tendency of 

continuous regression for rare extremes. 
 

Table 6: Observed and Model-estimated Frequencies of SPI-1 Wetness and Drought Categories During the 

Testing Period 

SPI category Observed Original SVR Optuna-SVR 

Extremely Dry 1 1 0 

Severely Dry 8 3 6 

Moderately Dry 12 7 9 

Near Normal 109 130 115 

Moderately Wet 13 11 18 

Very Wet 16 7 8 

Extremely Wet 3 3 6 

Note: SPI-1 = One-month Standardized Precipitation Index; SVR = Support Vector Regression. Values are counts of months in each 

observed or model-estimated wetness/drought category during the independent testing period 
 

Discussion 

Bayesian optimization materially improved SVR 

generalization. The baseline model achieved a 

stronger training fit but a lower test R², whereas 

Optuna-SVR produced nearly identical training 

and testing efficiency. This pattern shows that the 

conventional parameter setting was more tightly 

fitted to historical fluctuations, while the 

optimized configuration provided a smoother 

response that transferred better to unseen 

observations. The result supports chronology-

preserving model selection and independent 

testing rather than reliance on training accuracy 

alone (15). The selected hyperparameters are 

consistent with this generalization pattern. A very 

low gamma extends the influence of the RBF kernel 

across a broader region of feature space, reducing 

sensitivity to individual samples. The high C 

strongly penalizes errors outside the epsilon tube, 

whereas epsilon = 0.39 allows small deviations to 

remain unpenalized. Together, these settings 

balance smoothness and error control, which is 

consistent with the finding that gamma and kernel 

choice dominated hyperparameter importance. 

Rainfall dominated predictor importance because 

SPI-1 is calculated directly from current-month 

precipitation. The high model accuracy therefore 

should not be interpreted as discovery of an 

independent physical predictor of drought. 

Instead, the model learned a nonlinear, seasonally 

conditioned approximation to the rainfall-to-SPI 

transformation. Month_sin and Month_cos was 

also influential because an identical rainfall total 

can represent very different standardized 

anomalies during wet and dry seasons. 

Teleconnection indices contributed comparatively 

little after rainfall and seasonality were included. 

This is physically plausible because ENSO, IOD and 

PDO influence regional rainfall generation, while 

contemporaneous rainfall already contains the 

local realized effect of those large-scale processes 

(16-18). Their marginal importance is therefore 

reduced by mediated pathways and shared 

information. Teleconnections are likely to become 

more useful in a genuine lead-time design that 

excludes target-month rainfall and instead uses 

antecedent climate indices. The independent-test 

RMSE of 0.391 and MAE of 0.302 indicate good 

continuous SPI estimation. Nevertheless, category 

assignment remains sensitive near fixed 

thresholds: a small regression error can move an 

observation across the -1.0 or -1.5 boundary. This 

explains why drought-category reproduction was 

less accurate than the continuous metrics might 

suggest and why threshold-based operational use 

should retain uncertainty information. 

The optimized model reduced the baseline 

tendency to classify too many months as near 

normal and improved representation of moderate 

and severe drought. Failure to reproduce the single 
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extreme-drought observation highlights the 

difficulty of learning rare events from a modest 

sample. Future work should evaluate weighted or 

quantile losses, carefully designed training-only 

augmentation, or two-stage models that first 

identify drought occurrence and then estimate 

severity. Such approaches must be validated 

without oversampling the test data or inflating 

apparent rare-event skill. The chronological 70:30 

split is preferable to a random split for this 

hydroclimatic series because temporal 

dependence and possible non-stationarity can 

make randomly mixed samples unrealistically 

similar across training and testing sets. Expanding-

window validation further restricted hyperpara-

meter selection to past-to-future evaluation. 

However, a single final split remains sensitive to 

the chosen boundary, so rolling-origin assessment 

across multiple evaluation windows should be 

used in future work to quantify performance 

variability across climatic states (25). 

NASA POWER enabled a complete and 

reproducible 45-year monthly record, but gridded 

precipitation should not be treated as error-free. 

Spatial averaging may damp local convective 

extremes and systematic product bias can 

propagate into SPI and model-performance 

estimates. Comparative work over India has 

documented such product-dependent biases (20). 

Future validation should therefore compare NASA 

POWER with gauge observations and alternative 

products such as CHIRPS and ERA5 (21, 22) and 

should quantify how input-product choice affects 

drought classification. 

The modelling framework is best viewed as a 

supporting component of a real-time drought-

monitoring system. Once monthly rainfall and 

climate indices are available, the optimized SVR 

can provide an automated estimate of prevailing 

SPI-1 status and a consistency check against 

conventionally calculated SPI. Agencies should 

nevertheless retain direct SPI computation as the 

authoritative, transparent benchmark because it is 

simpler and does not require model calibration. 

Accurate terminology is essential. Because target-

month rainfall was used to estimate SPI for the 

same month, the analysis is not forward-looking 

forecasting. Describing it as forecasting would 

imply that the required precipitation was available 

before the target month. The appropriate terms 

are monthly drought-status estimation, drought 

monitoring, or same-month SPI reconstruction. A 

true one- or multi-month forecast must use only 

information available at the issuance date, such as 

antecedent rainfall, lagged teleconnections, soil-

moisture states, or seasonal climate predictions. 

The results also illustrate that model complexity 

should match dataset size and study purpose. With 

540 monthly observations, a calibrated kernel 

method provides a defensible nonlinear 

benchmark without the parameter burden of deep 

neural architectures. More complex models may be 

useful, but they should be compared on the same 

chronological holdout periods and should 

demonstrate added information beyond 

contemporaneous rainfall and seasonality (6, 10, 

13). Operational deployment requires a predefined 

recalibration policy. Continuous monthly retuning 

may introduce instability and reduce 

reproducibility, whereas never updating the model 

may allow performance to degrade as climate or 

input products change. A practical approach is 

periodic recalibration, for example annually or 

after a defined number of new observations, 

combined with rolling-origin monitoring. 

Hyperparameter optimization need not be 

repeated every month; it can be triggered when 

monitoring identifies persistent performance 

deterioration or a substantive change in an input-

data source. 

From an implementation perspective, new 

monthly rainfall and climate-index data would be 

ingested, screened for missing or anomalous 

values, standardized using stored preprocessing 

parameters and passed through the optimized 

pipeline. The resulting SPI estimate should then be 

compared with directly calculated SPI and 

classified into drought categories. Large 

discrepancies can serve as a data-quality or model-

drift flag. Versioned models, stored scaling 

parameters, fixed random states and reproducible 

code are necessary for auditability. The contrast 

between baseline and optimized training 

behaviour is informative. The baseline SVR had 

lower training error but higher testing error; 

Optuna selected hyperparameters by minimizing 

average validation error across temporally 

ordered folds rather than by minimizing in-sample 

loss. The optimized model therefore accepted a 

modest increase in training error to obtain more 

stable performance on unseen data, a desirable 

trade-off for nonstationary climate applications. 
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The resulting model accepted a slightly higher 

training error to achieve more stable and reliable 

performance on the testing data. For climate 

applications, where data are often nonstationary, 

this trade-off is preferable because it improves 

performance on unseen conditions instead of 

closely matching historical fluctuations that do not 

generalize well. 

The performance comparison also demonstrates 

why multiple metrics are necessary. RMSE gives 

more weight to large errors, MAE represents 

average error magnitude, R² and NSE quantify 

explanatory efficiency relative to a mean 

benchmark, correlation measures temporal co-

variation, bias detects systematic over- or 

underestimation and the index of agreement 

summarizes overall correspondence. No single 

metric captures all aspects of drought-estimation 

quality. Most accuracy and agreement metrics 

improved after optimization, but absolute bias 

increased slightly. Reporting only R² would 

therefore obscure an important trade-off. In 

drought monitoring, a model can have low mean 

bias yet still make threshold-crossing errors, while 

high correlation does not guarantee correct 

drought magnitude. Conclusions should 

accordingly be based on the joint pattern of 

metrics, category frequencies and residual 

diagnostics. 

A further methodological issue is the distinction 

between statistical reconstruction and hydrocli-

matic causation. The predictors occupy different 

positions in the climate-drought pathway: SOI, 

Niño 3.4, DMI and PDO describe large-scale 

boundary conditions; rainfall is the local 

meteorological realization; and SPI is a 

standardized transformation of rainfall. Feature 

importance therefore represents conditional 

predictive contribution within the fitted model, not 

direct causal attribution. 
 

Conclusion 
This study developed and independently evaluated 

a Bayesian-optimized SVR framework for monthly 

SPI-1 drought-status estimation at Kesinga in the 

Tel River Basin using NASA POWER rainfall, SOI, 

Niño 3.4, DMI, PDO and seasonal harmonics for 

January 1981-December 2025. The 540-month 

record was divided chronologically into 70% 

training and 30% independent testing, with scaling 

and hyperparameter optimization restricted to 

temporally valid training pipelines. The baseline 

SVR achieved test RMSE = 0.461, MAE = 0.347, R² 

= NSE = 0.777, correlation = 0.884, bias = -0.053 

and index of agreement = 0.932, whereas Optuna-

SVR reduced RMSE to 0.391 and MAE to 0.302 and 

increased R² and NSE to 0.840, correlation to 0.920 

and index of agreement to 0.958. Thus, Bayesian 

optimization improved out-of-sample accuracy 

and stability while accepting a weaker in-sample 

fit. 

The principal contribution is a transparent, 

chronology-preserving benchmark that combines 

systematic SVR tuning with explicit interpretation 

of predictor importance, residual behaviour and 

drought-category reproduction. Rainfall and 

seasonal harmonics were the dominant 

contributors to same-month SPI-1 estimation, 

whereas the teleconnection indices added 

comparatively little information after 

contemporaneous rainfall was known. The 

practical consequence is that the framework can 

support automated monthly drought monitoring 

and data-quality cross-checking, but it should 

complement rather than replace direct SPI 

calculation and should not be described as advance 

forecasting. 

The findings also have operational limits. The 

analysis is based on one station, one precipitation 

product, one final chronological holdout and a 

relatively small number of extreme drought 

observations. The optimized model did not 

reproduce the rarest extreme event reliably and 

point-error metrics do not quantify predictive 

uncertainty near drought-category thresholds. 

These limitations restrict direct basin-wide 

generalization and indicate that high-impact 

drought declarations should not rely on the 

machine-learning estimate alone. 

Future research should extend the framework to 

multiple Tel Basin stations; compare NASA POWER 

with gauges, CHIRPS and ERA5; evaluate SPI-3, 

SPI-6 and SPI-12; quantify predictive uncertainty; 

repeat optimization across multiple seeds; and use 

rolling-origin evaluation across multiple climatic 

windows. Genuine forecasting should exclude 

target-month rainfall and use only antecedent 

rainfall, lagged teleconnections, soil-moisture 

states, or seasonal climate predictions available at 

the forecast issuance date. These extensions would 

test whether the approach retains skill under 
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spatial heterogeneity, climate nonstationarity and 

explicit lead-time conditions. 
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    Month sin = sin  (   2 𝜋 m 12 )


    Month cos = cos  (   2 𝜋 m 12 )


    Month sin


    Month cos


  H  ( x ) = q +  ( 1 − q ) G  ( x )


  SPI =   𝛷  − 1 ​  [ H  ( x ) ]


  z =   x −   𝜇  train    𝜎  train


    𝜇  train


    𝜎  train


  f  ( x ) =   ∑  i = 1  n   (   𝛼  i −   𝛼  i ∗ ) K  (   x  i , x ) + b


  min    1 2 ∥ w  ∥ 2 + C   ∑  i = 1  n   (   𝜉  i +   𝜉  i ∗ )


  K  (   x  i ,   x  j ) = exp ​  [ − 𝛾 ∥   x  i −   x  j  ∥ 2 ]                                


  RMSE =   1  n   ∑  i = 1  n     (   y  i −     y ^  i ) 2


  MAE =  1  n   ∑  i = 1  n   |   y  i −     y ^  i |


    R 2 = NSE = 1 −     ∑  i = 1  n     (   y  i −     y ^  i ) 2    ∑  i = 1  n     (   y  i −   y ‾ ) 2


  d = 1 −     ∑  i = 1  n     (     y ^  i −   y  i ) 2    ∑  i = 1  n     (  |     y ^  i −   y ‾ | +  |   y  i −   y ‾ | ) 2

